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1 - Standard Dropout Introduction



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)
x(l+1)

=W (l+1)~y(l )+b(l+1)
=W (l+1)diag ( z(l ))  y (l)+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)
x(l+1)

=W (l+1)~y(l )+b(l+1)
=W (l+1)diag ( z(l ))  y (l)+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)

~W αβ
(l+1)
=Wαβ

(l+1) zβ
(l)
=0  if zβ=0 column β  vanishes



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)
x(l+1)

=W (l+1)~y(l )+b(l+1)
=W (l+1)diag ( z(l ))  y (l)+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)

~W αβ
(l+1)
=Wαβ

(l+1) zβ
(l)
=0  if zβ=0 column β  vanishes

1 1 1

1 1 0

Dropout interpretation: Ensemble model

~y1
~y2

~y3

Model 1

Model 2

Model 2N0 0 0



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)
x(l+1)

=W (l+1)~y(l )+b(l+1)
=W (l+1)diag ( z(l ))  y (l)+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)

~W αβ
(l+1)
=Wαβ

(l+1) zβ
(l)
=0  if zβ=0 column β  vanishes

1 1 1

1 1 0

Dropout interpretation: Ensemble model

~y1
~y2

~y3

Model 1

Model 2

Model 2N0 0 0

E [~y i]=E [zi yi ]= p yi+(1−p)0= p yi

E[ xi ]=W ij p y j
(l)
+bi W→p W

Inference:



  

Original dropout method

x(l+1)
=W (l+1) y(l )+b(l+1)

y(l+1)
=σ(x(l+1)

)
x(l+1)

=W (l+1)~y(l )+b(l+1)
=W (l+1)diag ( z(l ))  y (l)+b(l+1)

y(l+1)
=σ(x(l+1)

)

z(l)=(z1 , z2 , ...)  with zi∼Bernoulli (p)

~y (l )=z(l)⊙ y (l)=( z1
(l) y1

(l) , z2
(l ) y2

(l ) , ..)

~W αβ
(l+1)
=Wαβ

(l+1) zβ
(l)
=0  if zβ=0 column β  vanishes

1 1 1

1 1 0

Dropout interpretation: Ensemble model

~y1
~y2

~y3

Model 1

Model 2

Model 2N0 0 0

Obviously this interpretation is an 
approximation as the models are 
not really independent !
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In summary (for a 2-layer DNN):

ŷ=W (2)diag ( z(2))σ (W (1)diag (z(1)) x+b)

E=
1

2 N
∑
n=1

N

‖yn− ŷn‖

Ldropout=E+λ1‖W 1‖+λ2‖W 2‖+λ3‖b‖

Data : D=(X ,Y )={(x i , y i)   i=1 , ... , N }

z( l )=(z1
(l ) , z2

(l) , .., zQ
(l )
)  with z j

(l )
∼Bernoulli ( p)

x i∼1×Q ;  y i∼1×D

W (1 )
∼Q×K ;  W (2)

∼D×K

Using the Bayesian approach the ensemble picture would be more clear and we will recover the 
equations above and more !! .

Original dropout method

MLE with sampling z(l )∼Bern .( p)

W→p W

Training:

Inference:



  

 2 - Gaussian Process for DNN 



  

Gaussian process: short introduction

Given some observed data: D={X ,Y }

P ( ŷ /D , x̂)=∫df  P ( ŷ / f , x̂ , X )P (f /D ) Very hard to compute in gral. !!
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P(f /X)=N (f ,0 , K (X , X ' ))

Prior

P(Y /X)=∫ df P(Y , f /X )=∫ df P(Y / f , X)P (f /X )

P(Y / f , X)

Evidence or Normalization

GP with kernel K

Kernels: include info about family of functions
being approximated, i.e. periodic functions, 
smooth functions, stochastic functions, etc. 
as well as information about the confidence
intervals. See link .

P ( ŷ /D , x̂)=∫df  P ( ŷ / f , x̂ , X )P (f /D ) Very hard to compute in gral. !!

http://www.cs.toronto.edu/~duvenaud/cookbook/index.html


  

I will focus in a two layer DNN for simplicity. Suppose we have this kernel:

K (x , x ' )=∫ p(w) p(b)σ(wT x+b )T σ (wT x'+b )dw db

w ,x∼Q×1

Gaussian process: Bayesian DNN connection

b∈ℝ

W 1
W 2

x1

x2

x3
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(1)

y 4
(1)

σ :  ReLU, sigmoid, etc.
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To find the connection between a GP and DNN’s let’s make use of the evidence:

W 1
W 2

x1

x2

x3
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σ



  

Note: 

For a generalization to deeper DNN and classification problems see ref.2 (Appendix)

But for a more accurate connection see “Deep neural networks as Gaussian 
processes”, Lee et al ‘2017.



  

3 - Dropout from a Bayesian point of  view



  

Variational Bayesian Inference and Dropout relationship

Applying Bayes theorem in a parametric space the predictive probability distribution of a DNN is given by:

P( ŷ / x̂ , X ,Y )=∫P( ŷ / x̂ ,W 1 ,W 2 , b)P (W 1 ,W 2 , b /X ,Y )d W 1 d W 2 db

N ( ŷ ; f=W 2σ(W 1 x̂+b) , I )
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y4
(1 )
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P( ŷ / x̂ , X ,Y )=∫P( ŷ / x̂ ,W 1 ,W 2 , b)P (W 1 ,W 2 , b /X ,Y )d W 1 d W 2 db
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Variational Bayesian Inference and Dropout relationship

Applying Bayes theorem in a parametric space the predictive probability distribution of a DNN is given by:

P(W 1 ,W 2 b /X ,Y )∼qM(W 1 ,W 2 , b)=qM1
(W 1)qM2

(W 2)qm (b)
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N ( ŷ ; f=W 2σ(W 1 x̂+b) , I ) Posterior: quite hard to compute !!
W1

x1

ŷ1
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N ( ŷ ; f=W 2σ(W 1 x̂+b) , I ) Posterior: quite hard to compute !!
W1

x1

ŷ1
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‖yn− ŷ n‖  with  ŷn=f ( xn ,W1 ,W 2 ,b)

MaxM ELBO(qM (W 1 ,W 2 , b)) qM⃗ (W 1 ,W 2 , b)→P(D /W 1 ,W 2 , b)

EW 1 ,W 2 , b∼qM (W 1 , W 2 , b)[ ln P(D /W 1 ,W 2 , b)]=∫ ln P(D/W 1 ,W 2 , b)qM (W 1 ,W 2 , b)dW 1dW 2 db

From ELBO definition: (spoiler: ELBO∼Ldropout=1/(2N )∑
n=1

N
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‖yn− ŷn‖+λ1‖W 1‖+λ2‖W 2‖+λ3‖b‖)

W 1
n ,W 2

n , bn∼q M⃗ (W 1 ,W 2 , b)

θ→0
W 1,2≃diag (z1,2)M 1,2

b≃m



  

Variational Bayesian Inference and Dropout relationship

Let’s find the      optimal parameters:M P(W 1 ,W 2 b /X ,Y )∼qM(W 1 ,W 2 , b)=qM1
(W 1)qM2

(W 2)qm (b)

ELBO(qM (W 1 ,W 2 ,b ))=EW 1 ,W 2 , b∼qM (W 1 ,W 2 , b)[ ln P(D /W 1 ,W 2 , b)]−KL(qM(W 1 ,W 2 , b)|P(W 1 ,W 2 ,b ))

MaxM ELBO(qM (W 1 ,W 2 , b)) qM⃗ (W 1 ,W 2 , b)→P(D /W 1 ,W 2 , b)

EW 1 ,W 2 , b∼qM (W 1 ,W 2 , b) [ ln P(D /W 1 ,W 2 , b)]∼ τ
2
∑
n=1

N

‖yn−f ( xn ,W 1
n ,W 2

n , bn
)‖∼ τ

2
∑
n=1

N

‖yn− ŷn‖
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ELBO(qM (W 1 ,W 2 ,b ))=EW 1 ,W 2 , b∼qM (W 1 ,W 2 , b)[ ln P(D /W 1 ,W 2 , b)]−KL(qM(W 1 ,W 2 , b)|P(W 1 ,W 2 ,b ))

MaxM ELBO(qM (W 1 ,W 2 , b)) qM⃗ (W 1 ,W 2 , b)→P(D /W 1 ,W 2 , b)

KL(qM (W 1 ,W 2 , b)|P(W 1 ,W 2 , b))∼−
p1

2
‖M 1‖−

p2

2
‖M 2‖−

1
2
‖m‖

θ→0
Regularization terms of dropout MLE loss

EW 1 ,W 2 , b∼qM (W 1 , W 2 , b)[ ln P(D /W 1 ,W 2 , b)]∼ τ
2
∑
n=1

N

‖yn−f ( xn ,W 1
n ,W 2

n , bn
)‖∼ τ

2
∑
n=1

N

‖yn− ŷn‖

θ→0
First term of dropout MLE loss

ŷn=M(2)diag (z(2))σ (M(1)diag ( z(1))x+m)

From ELBO definition: (spoiler: ELBO∼Ldropout=1/(2N )∑
n=1

N

‖yn− ŷn‖+λ1‖W 1‖+λ2‖W 2‖+λ3‖b‖)
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We will maximize the ELBO through standard MLE methods (Gradiend descent, etc)



  

Inference: let’s compute the predictions and variances

E( y*
)=∫ y* P( y*

/ x* , X ,Y )dy *
=∫ y* P( y*

/ x* ,W 1 ,W 2 ,b)∗P(W 1 ,W 2 , b /X ,Y )d W 1 d W 2 dbdy *
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(x* , z1 ,t , z2 , t))∗d y*

W 1=diag (z1)M 1

W 2=diag (z2)M 2

b=m

ŷ*
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ŷ*
=M(2)diag (z(2))σ (M(1)diag( z(1))x*
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1
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ŷ*
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Inference: let’s compute the predictions and variances
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=∫ y* P( y*
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E( y*
)≃

1
T
∑
t=1

T

ŷ*
(x* , z1 ,t , z2 , t)

Inference: let’s compute the predictions and variances

P(W1 ,W 2 ,b/ X ,Y )→qM(W 1 ,W 2 , b)

E( y*
)=∫ y* P( y*

/ x* , X ,Y )dy *
=∫ y* P( y*

/ x* ,W 1 ,W 2 ,b)∗P(W 1 ,W 2 , b /X ,Y )d W 1 d W 2 dbdy *

In agreement with our initial interpretation 
of ensemble model or model averaging !!

1 1 1

1 1 0

Dropout interpretation: Ensemble model

~y1
~y2

~y3

Model 1

Model 2

Model 2N0 0 0



  

Inference: let’s compute the predictions and variances

EqM( y*
/ x*
)
( y*

)≃
1
T
∑
t=1

T

ŷ*
(x* , z1

t , z2
t , ...)

ŷ*
(x* , z1 , z2 , ...)=(M L diag (zL))σ (...(M2 diag ( z2))σ ((M 1 diag (z1)) x

*
+m1))

VarqM( y*
/ x*
)
( y*
)≃τ

−1 I D+
1
T
∑
t=1

T

ŷ*
(x* , z1

t , z2
t , ...)T ŷ*

( x* , z1
t , z2

t , ...)−EqM ( y *
/ x*
)
( y*

)
T E qM (y

*
/x*
)
( y*

)

Mean

Variance

z1 , z2∼Bern( p1) ,Bern( p2)

MC dropout method 



  

4 - Results



  

(a),(c) and (d): DNN with 4 layers and 1024 hidden units – p ~0.2 

σ∼ReLU σ∼tanh

Regression

σ∼ReLU
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(a),(c) and (d): DNN with 4 layers and 1024 hidden units – p ~0.2 

Regression
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σ∼ReLU σ∼tanh

K (x , x ' )≃√ 1
K
σ (W 1 x+b)T √ 1

K
σ (W 1x '+b)Variance 

(a),(c) and (d): DNN with 4 layers and 1024 hidden units – p ~0.2 

Regression

σ∼ReLU

Q. Is it really realistic to change the non-linearity?



  

Classification

LeNet CNN on MNIST with dropout before last fully connected layer (p~0.5)
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E( ŷ1)∼1, E( ŷ5)∼0 , E( ŷ7)∼0
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Classification

LeNet CNN on MNIST with dropout before last fully connected layer (p~0.5)

low Var low Varhigh Var

T = 100

Q. Is the model better calibrated in this way?
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THANKS !!!
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